Biotechnology 
Homework 4

Fall 2011

Answers
1. (i)  One method is to consider groups of STSs on any one BAC and realize that these must be clustered (with the remaining markers to one side or the other).

Thus, the clusters are
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Pick any pair & start making progress…

abde vs abe means d is to one side of a, b and e

adfh vs abe means d,f, h are to one side of a, and b, e on the other side 

abeg vs abde means g and d are either side of abe

adef vs abe means e is closer to a than b

From the above, must be g b e a d [fh]

Adef implies f is before h, and acdfh vs adfh implies c after h

Hence, g b e a d f h c must be the order and BACs minimal extent is defined by included STSs and maximal extent defined by STSs that are absent, giving the map below (left vs right has no meaning here so the mirror image drawing is the same).
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Some students were worried about orientation but perhaps did not consider what that means. The only relevant orientation is which end points towards a particular telomere.  That only becomes of consequence when really long contigs have been assembled.  In the interim it is not an issue as merging of BACs into those really long contigs proceeds independently of knowledge of orientation of each small contig.
(ii) The simplest approach would be to march down the chromosome, as in chromosome walking. So, to move to the left we could collect all BACs that have STS g and cluster them together as above, extending the assembly to the left. We could do the same for STS c on the right and continue to do this until we find a problem (a gap).  There are many other possibilities but there must be some sort of logical progression (a plan), even if that is eventually converted to a computer program. 

Some answers suggested using STSs immediately adjacent to “a” rather than the ones at the end. I like this idea because it is very systematic, being sure to capture all new (relevant) BACs in an appropriate order.

 (iii) There are many possible reasons. A rare one is because you have reached the end of a chromosome (in fact the specialized sequences at telomere tips are hard to clone so you would likely not literally have reached the end of a chromosome.

A more credible reason is the presence of a long segment of repeated sequence. Since an STS represents unique sequence you will have no STS probes for such a region and will find no overlapping clones.

It is also possible that certain sequences (repeats or otherwise) cannot be cloned at all or efficiently in BACs and hence those regions will be represented poorly or not at all in your library.

Some gaps will simply be because the library size was inadequate and some regions happen to be less well-represented.

Some answers claimed that sequences might not be cloned because they produce toxic proteins in E. coli, with the implication that entire genes on a BAC would encode proteins in E.coli analogous to those encoded in mouse.  Bacterial proteins will not recognize mouse promoters/enhancers and will not splice out introns. So fragments of mouse genomic DNA will essentially never give you normal mouse proteins in bacteria (if you want that you have to use a bacterial promoter and a cDNA).  Any protein products produced from a BAC would be very hard to predict, relying on chance occurrence of RNA polymerase binding sites, ribosome binding sites and ORFs in the appropriate arrangement.

Also, several answers noted that repeats could be the source of a problem but thought that this would lead to mis-alignments and/or multiple occurrences of an STS. That ignores the crucial point that STSs are unique sequences (and the need to discard any that turn out not to be unique).

(iv) A bigger library counters the last problem. A greater number of STS markers might also allow you to use probes closer to, or interspersed with repetitive sequences, enabling you to identify BACs that span regions of repeat sequences.

Perhaps the most common solution is to use a YAC library as well.  Since YAC inserts are bigger they may more easily span a repetitive sequence region.  Also, specific sequences that are poisonous to E.coli or yeast will likely be different.  Hence, occasional regions of sequence that do not clone well in BACs may be fine in YACS (and vice versa).

One possible answer is to peform chromosome walking using probes from the ends of BACs that are at the termini of contigs.  If you already have good STS coverage (use many probes) this may not make a difference.  However, it could be equivalent to using more STS probes targeted to areas of interest.

Most answers made what I consider to be a BIG BASIC mistake of confusing the enterprise of ordering BAC clones with determination of DNA sequence.

This project is not about DNA sequencing & hence “primer walking” is not appropriate. The differences are really in scale and practicality. If primer walking were possible it would be extremely slow (traveling less than 1000bp at each step).  However, you need a suitable template for primer walking and cannot nominate one when you cannot identify a cloned piece of DNA covering the required region.  The question is essentially about identifying that cloned DNA.

Why did so many students do this?  I’m not sure. I don’t see any mention of DNA sequencing in the question. My best guess is that the word “contig” is used in both contexts (building a set of overlapping BAC clones and a long sequence out of overlapping sequencing runs).  However, I did warn about this ambiguity in class and took the time to warn you not to confuse chromosome walking and primer walking.  Please make sure you are clear on the concepts and why you answered this particular question incorrectly.
2.  (i) It is obvious that BAC-1 and 3 share almost all fragments, whereas very few fragments beyond the five used to identify this set of BACs are common to any other pair.  It is therefore clear that BACs 1 and 3 overlap extensively and come from the same genomic region.  

(ii) For the other BACs you might wonder if they only overlap a little or if they share a set of 6-8 fragments just by co-incidence (because size resolution is far from perfect).  You could certainly dismiss the idea that all five BACs overlap by trying to merge a third BAC with any pair of merged BACs (they simply do not fit). 
Many answers did not examine whether all five BACs could fit the same map.

(iii) If you looked for BACs that shared many (more than five) bands with BAC1 you would find BACs that are very likely to overlap.  You might therefore look only for BACs sharing (any) ten or more fragments with BAC-1.  Alternatively, you could look first for the BAC that shares the most fragments and reject any matches involving fewer than a prescribed number (such as ten).  After making just one or a very small number of high-confidence overlaps like this, you would move on to one of the overlapping BACs and repeat the process.  Note that this approach requires that the library is dense enough you would hope to find many pairs like BAC1 and 3, which overlap extensively. So, an appropriately conservative strategy would be to take BAC1 and find the BACs with the closest matches in restriction enzyme fingerprint. BAC-3 might be the closest on one side and another BAC might be very close to BAC-1 on the other side (displaying one or two unique fragments not present in BAC-3).  You could then (proceeding in each direction outwards) take this new BAC and, separately BAC-3 and find their closest matches and add them to the growing merge.  In this way you can keep taking small steps outwards without ever having to question whether overlaps are by co-incidence.  For this to be true you really need almost every fragment in a pair of BACs to overlap in size.

Once you have completed this exercise you may have a number of unconnected contigs. By lowering the stringency for overlaps of end BACs you may link some of the contigs together but you may want to supervise this, and would certainly want to be able to undo just these merges if you later found problems.

Several answers included suggestions to use additional enzymes or essentially to perform STS mapping or chromosome walking. Those approaches do not really answer the question as phrased (especially considering the last statement in Q2 that no experiments are required).  It is also, in practice, not necessary to add more experimental approaches. Restriction enzyme fingerprinting works alone provided the library is big enough (and hopefully the answer above makes it clear to you why this is so).

(iv) (a) Fingerprint analysis is usually done with a 6-cutter enzyme such as EcoRI or HindIII.  Such enzymes cut on average once every 46 bp or roughly every 4kb.  Of course, you will occasionally get a 35kb fragment and a 25bp fragment but on average you would expect to see about 50 bands from each BAC and the majority of bands in the 1-10kb range.  You would expect to be able to position almost all of the restriction sites (small fragments are ignored) on a map of merged BACs As discussed in Q1 STS markers may well be 20-50kb apart.  Hence, you could easily have a deletion in a BAC between two STS markers, which does not delete either marker and would be unnoticed.  However, any such deletion would either remove one or more restriction fragments or alter their size in a way that is easily detected.  The affected BAC would have a different restriction map in this region compared to overlapping BACs (the aberrant BAC may nevertheless have been merged on the basis of having many other fragments in common with overlapping clones).

The potential artifact described is important to detect. If you happened to pick one such BAC clone as part of a minimal tiling path for sequencing you would end up with the wrong sequence for that portion of the genome

Some answers did not mention RE mapping at all. You must say why it allows error detection even if it seems obvious to you.

(b) Once you have a complete genome sequence you can use that information to construct a map of restriction enzyme sites & compare this with your clone map.
This allows you to compare the two maps very accurately (errors in measuring fragment size and ignoring small fragments in fingerprinting account for acceptable differences, as would RFLPs).  For STSs the genome sequence could verify the order but that would provide no verification for the space between STSs (95% of the genome).

Many answers did not, I think, appreciate that the key concept is that a DNA sequence gives you a predicted restriction enzyme map.  Many students likely did appreciate that but failed to state that explicitly and accurately, and hence to make a logical explanation.

3. (i) It is very important to generate a diversity of starting-points for sequencing. As an absolute minimum you would require starting points to be separated by no more than the length of a single sequence (say 700nt) in order to be sure you get full coverage of any strand.  Sau3A sites, which occasionally will be separated by as much as 2-3kb, would make that impossible.  In reality you require even more extensive staggering of start-points so that you can cover any region of sequence several times.  For BAC alignments the end-points of consecutive BAC inserts can be staggered by many kb without compromising your ability to detect the overlaps (even by restriction enzyme fingerprinting) and so the spacing of Sau3A sites is adequate.

Many answers discussed length of fragments rather than emphasizing a diversity of end-points.  Very few answers considered specific number estimates and hardly any contrasted the requirements for libraries suitable for sequencing vs libraries for creating BAC maps.  Without identifying the key issues at the heart of the question (which necessarily involve some attention to numerical estimates) it was inevitable that answers would be vague and unfocussed.

(ii) We only use sequence information. We do not actually order plasmid sub-clones and we do not need to know the entire sequence of any of those plasmid clones.

Most answers were correct. However, some longer answers started to discuss a “minimal tiling path”.  That is not part of the concept of shotgun sequencing.  It seems that quite a few students do not have a clear concept of the key differences in some consecutive topics. Ordering a BAC genomic library to see overlaps is a task that does not involve any sequencing.  After a BAC library is ordered it is possible to sequence individual BAC clones one by one.  With that approach you would choose consecutive, slightly overlapping BACs to sequence (a minimal tiling path).

Shotgun sequencing can be applied to any single DNA or DNA population (i.e. a single recombinant plasmid, recombinant BAC or a whole genome).  There is no mapping of clones in shotgun sequencing- just sequencing ends.  The phrase “whole genome shotgun sequencing” implies that the whole genome will be sequenced directly by a shotgun sequence without any intermediate ordering of clones (even though a BAC library will be one of the three size classes of library typically made, the BAC library will be used just for sequencing ends of inserts and will not be ordered into a map).

(iii)

(a) You should see overlaps among two sets of sequences as illustrated below:-
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(b) By looking at Seq2 or Seq6 you can see that the end of Seq3 is immediately before the start of Seq1, so the merged sequence length is the sum of Seq1 (550nt) and Seq3 (550nt) = 1100nt

Note that a contig or merged sequence refers to the whole length of an assembled contiguous sequence, no matter whether some parts are represented only in single sequence reads or multiple sequence reads.

(c) In a region where Seq2 overlaps with Seq3 and Seq6 the latter have a sequence ACAAGAACATG… whereas Seq2 has the sequence ACAAGAATATG….

Should there be a C or a T at the mis-matched position? It is possible that there was a sequencing error for Seq2.  It is also possible that the input material was heterogeneous- two variants of a chromosome from a single individual or from multiple individuals.  If the sequence were covered in more clones it might be possible to distinguish between these possibilities and use “C” if Seq2 is the only variant, or take “C or T” as the appropriate finding if it is a polymorphic sequence.  It is not likely that the sequence difference arises from a step,in cloning (ligation or propagation in bacteria); only in vitro DNA polymerase reactions or use of synthetic oligos are likely to introduce such changes during any of the standard DNA cloning manipulations.

(d) There are many mis-matches. The consensus sequence would not be clear and further matches to this region would be difficult.  Hence, including Seq2 would be a mistake. It is much more important to exclude potentially poor data than to ensure you use all available data (generating more data is very easy).

(e) The quality of each peak in a sequence chromatogram is examined numerically (peak spacing and height/area of peak for one nucleotide versus the other three [background]) and assigned a “phred” score.  Only sequence that exceeds a very high threshold score is used.  Hence, once any sequence falls below the cut-off only the sequence prior to that point is used.  Sometimes entire sequences must be rejected.  Working with very, very high quality sequence is essential to merging correctly and to producing a final product of definitive sequence.

This question was graded harshly (almost nobody with 1/1), given the temptation (from the way the question was set up) to simply say just use a shorter read.  However, it clearly makes sense to look at the quality of individual base calls rather than assign an arbitrary length cut-off that will not ne optimal for most sequence reads.
(f) Connecting requires obtaining new DNA sequence that overlaps the two contigs.   An obvious strategy is primer walking, where you design a primer based on sequences near the end of each contig (& pointing into unknown territory).  You also need a template.  Here, we have a single BAC, which is certain to include the required sequences so that can be used directly.

Here, while reference to mate-pairs is OK, primer walking provides a simple solution and demonstrates an understanding of when it is most effective and appropriate. In contrast, in the next question mate pairs are critical.
(g) Both ends of plasmid subclones and BAC clones are sequenced and labeled appropriately (so you know that they both came from the same clone of defined insert size).  Hence, you look for sequences near the end of a contig and ask if the mate pair for that sequence is found on another contig.  If it is, then the two contigs represent nearby sequences (separated by less than the size of the insert in the plasmid in question).  You could then use that plasmid as template for primer walking, eventually generating sequences that spanned the two contigs. If you had not saved the plasmid DNAs that were used for sequencing you would have to generate a template another way.  If two contigs are close you will be able to design primers to amplify the intervening sequence by PCR from genomic DNA.  If they are far you may have to screen your (unordered) BAC library for those that hybridize to the ends of the two contigs to be linked (and perhaps even perform further screens to find additional connecting BACs).

Very few answers were clear on the central points of (f) and (g).  One point about mate pairs is that they tell you where to look for connections between contigs.  That is a big step.  However, you also must consider how to obtain the missing sequence.  That always involves identifying an appropriate template and so you must discuss where a template comes from.  If you generate a template by PCR you have to say what is the template for the PCR reaction.

(h) You should see that the new BACs have overlaps with each of the previously assembled contigs and that they overlap each other in the repeated sequences.  Seq7 has 400nt of unique sequence that overlaps from nt 401 of Seq3. Then there are five 25nt repeats and the start of a sixth.  Seq8 starts with almost eight repeat units and then has 450nt of unique sequence, the last 300nt of which overlaps with the first 300nt of Seq5.  Potentially therefore these two new BACs can complete one contig and if the repeats are tandem (rather than dispersed) that linkage is reasonable to make (there always could be dispersed repeats but the only evidence we have for these repeats is that they are tandem). The key point, however, is that we have no idea how many tandem repeats are really present in the parent (BAC) sequence.  The repeat units of Seq7 and Seq8 could be partial or completely overlapping, or not at all overlapping.  All we know is that there must be at least 8 repeats because that many are in Seq8.  If there were additional sequenced clones with more repeat units that could set a new minimum.  However, we only can establish a maximum (& the exact number) if we have a sequence that spans the entire set.
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A few students omitted to look for links between Seq7/8 and the other sequences.  More commonly the alignment of Seq7 and 8 was not considered or discussed carefully enough.

4(i)

(a) The beads have covalently attached oligonucleotides that can hybridize to any of the vast number of potential template fragments (because they have specific, common sequences added to their ends).  However, simply by diluting the DNA sufficiently (for the conditions of hybridization) and having an excess of beads, only one or zero molecules hybridize to a bead much more commonly than two or more fragments.  Later on, beads with zero hybridized fragments are removed fairly efficiently.

(b) The first DNA synthesis is extension of the covalently attached oligo, copying the hybridized template, thus generating a long strand that is covalently attached to the bead. In the next round (i) the original template molecule hybridizes to another bead-attached primer and a second lengthened strand is produced. Also (ii) soluble primer hybridizes to the first extended oligo and produces a second DNA strand equivalent to the original template.  In the next round this will allow doubling of the number of bead-attached oligos that can be extended.  Hence, this becomes genuine PCR, producing some free strands and complementary strands that are extensions of bead-attached oligos.  In the end only the bead-attached strands (one direction only) are retained for sequencing (the others are melted off).

Several answers were unclear about covalent or non-covalent attachment (and I suspect others were given the benefit of the doubt in the absence of clear knowledge about the slightly tricky process).

(c) Development of the emulsion PCR technique and bead coupling was very challenging and the procedure itself may not be very simple for any lab to carry out successfully.  However, if it can be executed the key advantage is that millions of templates are being prepared in parallel in the same tube.  For conventional sequencing once a library of fragments for shotgun sequencing is plated out you need to pick individual colonies and conduct a DNA isolation procedure for each template individually- a lot more work.

Very few answers had an appropriately strong phrasing of the main point- massively parallel preparation of templates (not the sequencing step itself), instead of one by one.  That point has to come across clearly as THE major issue. 

(ii) In pyrosequencing natural dNTPs are used, whereas altered derivatives are used in the other method. DNA polymerae will not be as efficient with the latter derivatives.  Also, the chemical reversal step will not be 100% effective.  Hence, at each step the chance of arresting DNA synthesis (not adding the next nucleotide) is much greater for the Solexa method.  Each template that does not proceed in one step will later produce background (out of phase sequence) and will not contribute to the correct signal.  It is crucial that as many templates as possible proceed synchronously through each step to maintain a suitable signal/noise ratio.  The difference between the read lengths of the two techniques is currently quite dramatic (roughly ten-fold).

Few answers included explanations of reduced efficiency during synthesis AND additional inefficiency because of the extra reversal steps.

Almost all answers took note of the Solexa.SOLiD correction announced in class.

(iii) When there is a homopolymeric stretch there are many consecutive synthesis steps producing many PPs.  This and the subsequent light-generating chemical steps are fast enough that the signal is captured in the imaging time period of a single step.  However, the signal must be measured carefully to know how many residues were incorporated.  The difference between 12X and 13X is quite small as a proportion and so errors can be made (even though that well is calibrated carefully from other steps for what a 1X signal size is).
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